
Niloy Mitra, Duygu Ceylan, Paul Guerrero, 

Daniel Cohen-Or, Or Patashnik, Chun-Hao Huang, Minhyuk Sung 

Part 5: Beyond Single Images

Beyond Single ImagesSIGGRAPH 2024 Course 1

https://geometry.cs.ucl.ac.uk/courses/diffusion4ContentCreation_sigg24/

Diffusion Models for
Visual Content Creation



Presentation Schedule

Introduction to Diffusion Models

Guidance and Conditioning Sampling

Attention

Break

Personalization and Editing

Beyond Single Images

Diffusion Models for 3D Generation

Beyond Single ImagesSIGGRAPH 2024 Course Diffusion Models in Visual Computing



This Section

• Creating “multiple images”

– in 2D image domain → image montage

– in 3D spatial domain → multi-views (without explicit 3D awareness)

– in temporal dimension → videos

• Training-free / zero-shot setup

– Repurposing existing pretrained image diffusion model

• Training setup

– Video diffusion model
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Individual Editing – Per Frame 

Beyond Single Images

input per-frame edit

text + depth-conditioned SD
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How to Synchronize Multiple Views/Frames?

Beyond Single Images

input input per-view edits
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Design Space for Consistency

• Output multiple channels w/ pixel alignment

• Synchronize multiple images w/ over overlapping regions

• Synchronize multiple views via fixed (3D) geometry 

• Synchronize multiple views w/ geometric prior

• Synchronize multiple frames
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Joint Intrinsic Layers from Diffusion Models

diffusion

model

ControlNet

“albedo”
”normal”
“shading”

[IntrinsicDiffusion: Joint Intrinsic Layers from Latent Diffusion Models, Luo et al., SIGGRAPH 2024]
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input RGB albedo surface normal shading



RGBX: Multi-channel Input or Output
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[RGB X:Image decomposition and synthesis using material- and lighting-aware diffusion models, Zeng et al., 

SIGGRAPH 2024]



Design Space for Consistency

• Output multiple channels w/ pixel alignment

• Synchronize multiple images w/ over overlapping regions

• Synchronize multiple views via fixed (3D) geometry 

• Synchronize multiple views w/ geometric prior

• Synchronize multiple frames
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Synchronizing Colors or Latent Features
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least squares 

optimization in 

regions of overlap



Synchronizing Colors or Latent Features

• Averaging noisy latents of the same pixels

Beyond Single Images

[Bar-Tal et al., MultiDiffusion: Fusing Diffusion Paths for Controlled Image Generation, ICML’23]
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Loss-guided Denoising

Beyond Single Images

Lee et al., SyncDiffusion: Coherent Montage via Synchronized Joint Diffusions, NeurIPS’23

predicted x0 at t=45 final denoised x0 noisy image at t=45 
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without loss-guided denoising

with loss-guided denoising
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Design Space for Consistency

• Output multiple channels w/ pixel alignment

• Synchronize multiple images w/ over overlapping regions

• Synchronize multiple views via fixed (3D) geometry 

• Synchronize multiple views w/ geometric prior
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Correspondence via Fixed Geometry
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Zhang et al., TexPainter: Generative Mesh Texturing with Multi-view Consistency, SIGGRAPH 2024



Correspondence via Given UV Maps
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Correspondence via Fixed Geometry
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Zhang et al., TexPainter: Generative Mesh Texturing with Multi-view Consistency, SIGGRAPH 2024



Correspondence via Given Texture Space
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Other related works, TEXTure, Fantasia3D, TexFusion, … 



Meshes in the Wild

[Meshes from TurboSquid]
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Diff3D can Decorate them w/ Features
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Method Overview

Dutt et al., Diffusion 3D Features (Diff3F): Decorating Untextured Shapes with Distilled Semantic Features, CVPR’24
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Result Gallery
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Diffusion Features

Beyond Single Images

Dutt et al., Diffusion 3D Features (Diff3F): Decorating Untextured Shapes with Distilled Semantic Features, CVPR’24
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Design Space for Consistency

• Output multiple channels w/ pixel alignment

• Synchronize multiple images w/ over overlapping regions

• Synchronize multiple views via fixed (3D) geometry 

• Synchronize multiple views w/ geometric prior

• Synchronize multiple frames
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Combining 2D & 3D Data
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MVImage
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MVImageNet Pseudocode
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Training
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Training Details

• 𝑥𝑡 ∈ ℝ
𝐹×𝐻×𝑊×𝐶

• 𝑐 ∈ ℝ𝐹×16

• 𝑥0 ∈ ℝ
𝐹×𝐻×𝑊×𝐶

• Inflated 3D self-attention

• 𝐵 × 𝐹 × 𝐻 ×𝑊 × 𝐶 → 𝐵 × 𝐹𝐻𝑊 × 𝐶
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Example Results
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View-consistency
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3D only vs 2D/3D data for Training
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Applied on Multi-view Generation

Beyond Single Images

Shi et al., Zero123++: a Single Image to Consistent 
Multi-view Diffusion Base Model, arXiv’23

Tsalicoglou et al., Textmesh: Generation of realistic 3D 
meshes from text prompts, arXiv’23

SIGGRAPH 2024 Course Diffusion Models in Visual Computing



Beyond Single Images

https://github.com/SUD

O-AI-3D/zero123plus

Code

Zero123++
A Single Image to Consistent Multi-view Diffusion Base Model

(stacking 6 predefined views)

Demo

https://github.com/SUD

O-AI-3D/zero123plus
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independent

batch

Beyond Single Images

Multi-view

grid-view
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Beyond Single Images

Code

MultiDiffusion
Fusing Diffusion Paths for Controlled Image Generation

(averaging noisy latents)

https://github.com/KAI

ST-Visual-AI-

Group/SyncDiffusion

https://github.com/o

merbt/MultiDiffusion

Code

SyncDiffusion
Coherent Montage via Synchronized Joint Diffusions

(loss-guided denoising)
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Design Space for Consistency

• Output multiple channels w/ pixel alignment

• Synchronize multiple images w/ over overlapping regions

• Synchronize multiple views via fixed (3D) geometry 

• Synchronize multiple views w/ geometric prior

• Synchronize multiple frames
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Self-attention in UNet

Beyond Single Images

• Independent generation: each sample 
in the batch attends to only itself.

B B
[B, seqlen, #head, dim] [B, seqlen, #head, dim]
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Repurposing Self Attention

Beyond Single Images

B B
[B, seqlen, #head, dim] [B, seqlen, #head, dim]

• Batch generation: each sample attends 
to every samples.
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Pseudo Code

bs = k.shape[0]

k, v = (t.reshape(1, -1, attn.heads,attn.dim_head) for t in (k, v))

k = k.expand(bs, -1, -1, -1)

v = v.expand(bs, -1, -1, -1)

Beyond Single Images

key, value

B
[B, seqlen, #head, dim]

key, value

[1, B*seqlen, #head, dim]

key, value

[B, B*seqlen, #head, dim]
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Training-free/zero-shot Video Stylization

• Each frame attends to pre-defined “keyframes”

– Pix2Video [1]: keyframes = [frame 1, frame t-1]

– FateZero [2]: keyframes = [middle frame]

– Text2Video-Zero [3]: keyframes = [frame 1]

Beyond Single Images

frame t frame t

query

keyframe #1

key, value

keyframe #2

[1] Ceylan et al., Pix2Video: Video Editing using Image Diffusion, ICCV’23
[2] Qi et al., FateZero: Fusing Attentions for Zero-shot Text-based Video Editing, ICCV’23
[3] Khachatryan et al., Text2Video-Zero: Text-to-Image Diffusion Models are Zero-Shot Video Generators, ICCV’23
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Text-guided Video Stylization

a group of chocolate 
pigs looking for food

Beyond Single Images

Ceylan et al., Pix2Video: Video Editing using Image Diffusion, ICCV’23
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Another Example

a Swarovski blue 
crystal

 swan on the lake

Beyond Single Images

Ceylan et al., Pix2Video: Video Editing using Image Diffusion, ICCV’23

SIGGRAPH 2024 Course Diffusion Models in Visual Computing



Beyond Single Images

https://github.com/Picsart-AI-

Research/Text2Video-Zero

Code

Text2Video-Zero
Text-to-Image Diffusion Models are 

Zero-Shot Video Generators

Code

Pix2Video
Video Editing using Image Diffusion

https://github.com/Che

nyangQiQi/FateZero
https://github.com/du

yguceylan/pix2video

Code

FateZero
Fusing Attentions for Zero-shot Text-

based Video Editing
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Video Diffusion Model

• Adding a temporal attention layer after spatial cross attention

Beyond Single Images

… …

self attention cross attention temporal attention
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Inflated Temporal Attention Layer

Beyond Single Images

Blattmann et al., Align your Latents: High-Resolution Video Synthesis
with Latent Diffusion Models, CVPR’23

Blattmann et al., Stable Video Diffusion: Scaling Latent Video
Diffusion Models to Large Datasets, arXiv’23

Guo et al., AnimateDiff: Animate Your Personalized Text-to-Image
Diffusion Models without Specific Tuning, ICLR’24

https://github.com/huggingface/diffuse

rs/blob/main/src/diffusers/models/tran

sformers/transformer_temporal.py

Code
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