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Abstract

Bridging the gap between simulations and reality has always been an incredibly

challenging task throughout a plethora of different fields. The rekindled advent of

Neural Networks provided us with invaluable instruments for this purpose; at the

same time, it brought along countless novel challenges. In this thesis, we pursue

the optimization of these instruments for Computer Graphic tasks and, specifically,

towards the generalization of synthetic solutions to reality. We tackle this goal

through the innovation of state of the art Neural Network architectures and the

design of learning-based systems, specifically built for the purpose of crossing the

barrier between synthetic and real data. We explore two such solutions and lastly,

tackle a related problem identified through the work pursued in the design of our

workflows. Firstly, we work on a problem that is routinely faced by artists in product

photography, where compromises are made to achieve higher artistic freedom: either

composing multiple photos of the same scene, taken while varying the physical

illumination, or to use synthetic (rendered) scenes. The project introduces a novel,

carefully hand-crafted intrinsic decomposition, specifically enriched for the image

manipulation workflow. It is then shown that the inverse of such a decomposition can

be learned on synthetic data and be successfully generalized to real world images

while retaining enough quality to perform image manipulation tasks that would

otherwise require substantially more effort. Second, we introduce a method to

generate videos of dynamic virtual objects plausibly interacting via collisions with

a still image’s environment. Given a starting trajectory, physically simulated with

the estimated geometry of a single, static input image, we learn to ’correct’ this

trajectory to a visually plausible one via a neural network. Lastly, we provide insight
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into an inherent limitation of currently adopted padding solutions for Convolutional

Neural Networks (CNNs). Speci�cally, CNNs handle the case where �lters extend

beyond the image boundary using several heuristics, such as zero, repeat or mean

padding. These schemes, being weakly related to the image content and oblivious

of the target task, result in low output quality at the boundary. We propose a simple

and effective improvement, that learns the boundary handling itself. This is achieved

by providing the network with a separate set of explicit boundary �lters that can be

seamlessly integrated.



Impact Statement

The research presented in this thesis provides further insight into the

development of deep learning strategies attempting to apply simulation-

based solutions to real world problems. Furthermore, the �ndings of this

thesis brought state of the art results on several computer graphics and

vision problems.

More speci�cally, the method presented in chapter 2 allows a consider-

able speed-up in the typical pipeline of artists in product photography,

while retaining the level of control that is required for the �eld. This

research might also inspire enterprise-based solutions to improve the

ef�ciency of computer graphic artists in analogous tasks.

The key insight behind the project presented in 3,neural re-simulation,

could be applied to a plethora of different simulation-based problems

and might lead to the resolution of deep learning tasks that are currently

unfeasible.

Finally, the research presented in chapter 4 could allow future work

based on Convolutional Neural Networks to reduce the effects of poor

boundary handling on applications that might need the additional level

of quality. It will also give ground to further research based on bound-

ary handling effectiveness and could lead to ad hoc solutions being

integrated in commonly used deep learning frameworks.
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Chapter 1

Introduction

In the �elds of Computer Graphics and Computer Vision, we have always had to

compromise between physically based reproductions, hand-crafted solutions and

performance. As we are using computers to perform calculations and visualize

results, we are bound by their inherent limitations and need to take the additional

step of translating our problems into a feasible representation. Some tasks that might

seem trivial to humans, turn out to be exceptionally complicated for a computer,

as they do notthink the same way that we do. Each step of an algorithm that a

computer can understand must be well de�ned. While we grow used to recognizing

and deducing from recurring patterns, this is not easily translated into something a

computer can follow along with.

In order to bridge the gap between human and computer thinking, scientists in

the 1950's started developing the �rstNeural Networks. While early attempts were

not successful, Bernard Widrow and Marcian Hoff were already able to produce

a model, in 1959, that would be used for a real world problem and eventually

commercialized. Despite the small success of neural networks, the limitations of

computing power and technology at the time, combined with �aws in the learning

criteria, eventually lead to a dismissal of such research. While more attempts were

made in the 70's and 80's, Neural Networks' real success only came about in the last

few years.

After their success spread to Computer Graphics and Vision, more appropriate

models, such asConvolutional Neural Networks, were developed to exploit recurring
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patterns in images: the most common mean of representation for Computer Graphics

and Vision problems. While their advent brought terri�c progress for these �elds,

at the same time, researchers were met with countless novel challenges. Among

these, the supervised1 nature common to most of these models necessitates copious

amounts of labeled training data. Frequently, adequate data for real examples is

either dif�cult or unfeasible to obtain. In these circumstances, the data is generally

obtained by means of synthetic simulation. Intuitively, a solution obtained on such

data, might not scale effectively to real world scenarios, where the complexity far

exceeds what can be expressed through simulations. Furthermore, as the ef�cacy

of CNNs was �rst found and faster to spread in Computer Vision, many techniques

originally modeled towards Computer Vision tasks, are now in need of being adapted

to Computer Graphics problems. As Neural Networks' popularity grows in Computer

Graphics, so is the importance of research with the goal of understanding, harnessing

and improving Neural Networks' capabilities with respect to Computer Graphics.

We believe, that the core component to the successful leverage of CNNs for

Computer Graphics problems and, speci�cally, to the successful translation of their

solution to real world data, lies in the design of an appropriate representation for the

task. Researching this idea naturally leads to the ideation of Neural Network-based

systems with Computer Graphics oriented applications, applicable to real world data.

In this thesis, we develop two such systems. On the basis of the experience gained,

we then explore a related problem that we identi�ed through the development of

the aforementioned systems. Due to the nature of the challenges analysed in this

thesis, we present our �ndings as three separate works, each with its own related

work section.

In chapter 2 (published in [1]), we apply the aforementioned principles to

address a classic Computer Graphic task, intrinsic image decomposition, the problem

of recovering shading and re�ectance images from a single input image. Our interest

for this topic, stems from the possibility of deriving an intrinsic decomposition for

real images. Classically, artists obtain such a decomposition by composing multiple

1Supervised learning is the machine learning task of leveraging known example input-output pairs
to learn a function that maps an input to an output.
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photos depicting the same scene under different lighting conditions. This allows

them to manipulate speci�c aspects of their work, allowing much more artistic

freedom than a single picture could provide; alternatively, 3D artists set up rendering

systems to produce layered images to isolate individual aspects of the light transport,

which are composed into the �nal result in post-production. We attempt to bridge

the gap between the two approaches, real and synthetic, by suggesting a method

to decompose a single image into multiple layers that approximates effects such

as shadow, diffuse illumination, albedo, and specular shading. The problem is

made complex by its severely under-constrained nature: the inherent ambiguity of

layers such as specular shading and ambient occlusion, given their multiplicative

contribution, is prone to solutions that can partially over�t to the given data. Our

technical contribution, along with the image formation model itself, consists of an

ef�cient rendering pipeline allowing the generation of suitable training data for the

task. Additionally, we provide a specialized reconstruction loss and measure its

effect. We demonstrate that the obtained results scale well to real world data by

using the retrieved layers to perform image manipulations. We then evaluate the

quality of our decompositions via a user study measuring the effectiveness of the

resultant photo retouching setup for real pictures.

The success of our system for visual appearance manipulation from single

input images, lead us to wonder whether we could leverage a single input image

to perform physical manipulations, too. With the advent of Augmented and Mixed

Reality, interest for the seamless amalgamation of real and synthetic video data rose

substantially. One of the key problems for such tasks, is the absence of geometrical

information for the real world environment. In chapter 3 (published in [2]), we

present a method for the generation of videos depicting dynamic virtual objects

interacting via collisions with a single still image's environment. The task, already

non-trivial for the synthetic case, is further ampli�ed in complexity by the absence of

paired data between the real and synthetic world. We tackle the problem by focusing

the learning on a compact representation of the environment and the involved trajec-

tories. We train a network to generate videos of dynamic virtual objects plausibly
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interacting with the aforementioned environment. We start with a single, static input

image and learn to `correct' an initial trajectory, produced by physical simulation

with the image's estimated geometry, to a visually plausible output trajectory. We

demonstrate our approach on both our synthetic dataset and a collection of real-life

images depicting everyday scenes, obtaining consistent improvement over baseline

alternatives throughout.

Our experience with the aforementioned systems lead us to explore the idea that

the classic approach taken by convolutions in Neural Networks might be limiting

for a range of problems. The clarity of feature data is often an essential aspect of

a pipeline operating on a Neural Network-based Computer Graphics task and the

propagation of noise throughout the data could severely hinder the ability of the

system to produce usable results. In chapter 4 (published in [3] and extended in [4])

we investigate alternative solutions to that of classic convolutions. In particular,

we argue that the ad-hoc padding solutions typically used in Convolutional Neural

Networks to handle the case where �lters extend beyond the image boundary, are

prone to introducing a bias in the results, driven by the incapability of a given �lter

to act differently at said boundaries. We leverage this theory to propose a simple and

effective improvement, in which the boundary handling is learned along with the

task at hand. We evaluate our method and demonstrate an improvement of 5% to

20% across the board of typical CNN applications, such as colorization, de-Bayering

and optical �ow.

The main contributions of this thesis are:

• a work�ow, in which a single input photo is automatically decomposed into

layered components suited for post-capture appearance manipulation;

• a work�ow, that generates plausible dynamic object interactions from a single

input photo;

• a state of the art boundary handling strategy for CNN-based applications.



Chapter 2

Decomposing Single Images for

Layered Photo Retouching

2.1 Motivation

Professional photographers regularly compose multiple photos of the same scene

into one image, giving themselves more �exibility and artistic freedom than achiev-

able by capturing a single photo. They do so, by `decomposing' the scene into

individual layers, e. g., by changing the scenes physical illumination, manipulating

the individual layers (e. g., typically using a software such as Adobe Photoshop), and

then composing them into a single image.

A typical manipulation is changing a layer's transparency (or `weight'): if a

layer holds illumination from a speci�c light direction, this is a direct and easy way

to control illumination. Other editing operations include adjustment of hues, blur,

sharpening, etc. These operations are applied selectively to some layers, leaving the

others unaffected. While the results produced by layered editing could, in principle,

also be produced by editing without layers, the separation allows artists, and even

novice users, to direct their edits to speci�c aspects of an image without the need

for tediously selecting image regions based on color or shape, resulting in higher

ef�cacy. The key to success is to have a plausible and organized separation into

layers available.



2.1. Motivation 18

Figure 2.1: Method overview. Appearance manipulation of a single photograph(top
images)when using off-the-shelf software like Photoshop directly(left arrow)
and when using the same in combination with our new layering(right arrow).
For the car example, the image was decomposed into layers (albedo, irradiance,
specular, and ambient occlusion), which were then manipulated individually:
specular highlights were strengthened and blurred; irradiance and ambient
occlusion were darkened and have added contrast; the albedo color was changed.
While the image generated without our decomposition took much more effort
(selections, adjustments with curves, and feathered image areas), the result is
still inferior. For the statue example, a different decomposition splitting the
original image into light directions was used. The light coming from the left was
changed to become more blue, while light coming from the right was changed to
become more red. A similar effect is hard to achieve in Photoshop, even with
twice as much effort.

Unfortunately, acquiring layers requires either taking multiple photos [5] or to

use (layered) rendering [6]. The �rst option is to capture photos in a studio setup

requiring signi�cant setup effort but producing realistic inputs. The other option is

to use layered rendering, which is relatively straight-forward and well supported, but

the results can be limited in realism.

In this work, we devise a system to bridge the gap between the two approaches,

real and synthetic, combining the strength of both strategies: the ability to directly

work on real photos, combined with a separation into layers. Starting from a single

photograph, our system produces a decomposition into layers, which can then be

individually manipulated and recombined into the desired image using off-the-shelf

image manipulation software. Fig. 2.1 shows two examples, one where specular

highlights and albedo were adjusted on the input car image, while on the other

directional light-based manipulations were achieved on single input photographs.

While many decompositions are possible, we suggest a speci�c layering model

that works along two axes: intrinsic features and direction. This is inspired by

how many artists as well as practical contemporary rendering systems (e. g., in
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interactive applications such as computer games) work: �rst, decomposition into

ambient occlusion, diffuse illumination, albedo, and specular shading and second, a

decomposition into light directions. Both axes are optional but can be seamlessly

combined. Note that this model is not physical. However, it is simple and intuitive

for artists and, as we will show, its inverse model is effectively learnable. To invert

this model, we employ a deep convolutional neural network (CNN) that is trained

using synthetic (rendered) data, for which the ground truth decomposition of a

photo into layers is known. While CNNs have recently been used for intrinsic

decompositions such as re�ectance and shading, we address the novel problem of

re�ned decomposition into ambient occlusion and specular as well as into directions,

which is critical for the layered image manipulation work�ow.

Our contributions are:

1. a work�ow, in which a single input photo is automatically decomposed into

layered components that are suited for post-capture appearance manipulation

within standard image editing software;

2. two plausible appearance decompositions, particularly suited for plausible

appearance editing:i) advanced intrinsics, including specular and ambient

occlusion andii) direction; and

3. a �exible, CNN-based approach to obtain a given type of decomposition,

leveraging the state-of-the-art in deep learning.

We evaluate our approach by demonstrating non-trivial appearance edits based on our

decompositions and a preliminary user study. We further demonstrate the ef�cacy of

our CNN architecture by applying it to the well-established intrinsic images problem,

where it compares favourably to the state-of-the-art methods.

2.2 Related Work

We detail the literature most relevant to our Intrinsic Decomposition pipeline. This

covers classic image manipulation techniques and other intrinsic decomposition

approaches.
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Image Manipulation. Combining multiple photos (also referred to as a “stack” [5])

of a scene where one aspect has changed in each layer is routinely used in computer

graphics. For example, NVIDIA IRay actively supports rendered LPE layers (light

path expressions [6]) to be individually edited to simplify post-processing towards

artistic effects without resorting to solving the inverse rendering problem. One aspect

to change is illumination, such as �ash-no-�ash photography [7], in which Eisemann

at al. leverage bilateral �ltering to decompose pictures taken with and without a

�ash, into low and high level details. These images are then composited back using

the low level details of the pictures taken with a �ash and the high level details of

pictures taken without a �ash. Another important aspect that can be manipulated

are exposure levels. An example of this is given by the work of Mertens et al. [8],

where they perform tone mapping operations by blending pictures taken with varying

exposures, while relieving the acquisition pipeline for HDR images. More advanced

effects involve direction of light, which has been widely exploited for varying use-

cases such as the artistic freedom to paint local lighting effects [9], to convey detail

and shape in a non-photorealistic fashion [10], or improve the surface details of an

object [11]. These approaches eventually lead to more sophisticated user interfaces,

allowing artists as much freedom as possible, but at the same time, leaving them with

a lot of redundant information. Boyadzhiev et al. [12], make an effort to simplify

the daunting number of layers an artist is presented after capturing several photos

from a �xed viewpoint and a moving light source. This is done by introducing

a set of optimizations to assemble the input images into more intuitivefunctions

that correspond to common goals pursued by photographers. All these approaches

require specialized capture to gather multiple images captured by making invasive

changes to the scene, limiting their use in practice to change an image post-capture.

On-line video and photo communities hold many examples of DIY instructions to

setup such studio con�gurations.

Single Image Decompositions.For single images, a more classic approach is to

perform intrinsic decomposition into shading (irradiance) and diffuse re�ectance

(albedo). First introduced by Barrow et al. [13], the problem of intrinsic image
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decomposition has been tackled from a variety of different angles due to the ill-

posedness of the problem, deriving from the multiplicative nature of its components.

Garces et al. [14] performs the decomposition by attempting to exploit clusters of

similar re�ectance in the images. Bell et al. [15], leverage user-annotated data and

developed a statistical model based on conditional random �elds to decompose the

annotated images. In the same direction, annotated data is also used in the work

of Zhou et al. [16] and Zoran et al. [17]. Other work has gone even further in

this direction, by creating a dedicated UI to guide the optimization on the �y, such

as the research conducted by Bousseau et al. [18] and by Boyadzhiev et al. [19].

The problem of intrinsic image decomposition has also been investigated for video

editing purposes, both through a user-guided re�nement, such as the case for the

work of Bonneel et al. [20], but also through user-independent methods, such as

the work of Ye et al. [21], in which the temporal constraints are analyzed through

optical �ow information. Recently, CNNs have been successfully applied to this

task producing state-of-the-art results. Narahira et al. [22] leveraged the MPI Sintel

dataset to train a convolutional neural network directly predicting the albedo and

shading channels from an input image patch. Along the same idea, Shelhamer et

al. [23] use a fully convolutional neural network, along with a constrained intrinsic

factorization stage, to extract both intrinsic properties of an input image, but also

combine depth estimation within the same pipeline. Similarly, Kim et al. [24] also

combine intrinsic decomposition and depth estimation in a CNN-based architecture.

We will jointly infer intrinsic properties and normals to allow for a directional

illumination decomposition. We also use a data-driven CNN-based approach to go

beyond classic intrinsic image decomposition layers with further separation into

occlusion and specular components, as well as directions, that are routinely used in

layered image editing (see Sec. 2.4).

In other related efforts, researchers have looked into factorizing components,

such as specular and ambient occlusion (AO), as is the case for the work of Tan et

al. [25] where they were able to reduce the problem of specular separation to the

identi�cation of diffuse maximum chromaticity, and the work of Mallick et al. [26],
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in which they combine the use of an illumination-dependent color space with an

iterative PDE-based opzimization eroding the specular component at each pixel.

With regards to AO separation, the work of Yang et al. [27] recovers the AO map of

an object by leveraging directionally encoded light sources. The approach taken by

Hauagge et al. [28] uses instead multiple captures to perform per-pixel statistics over

image stacks. We show that our approach can solve this problem at a comparable

quality, but requires only a single photo and in combination yields further separation

of diffuse shading and albedo without requiring a specialized method.

Despite the advances in recovering re�ectance (e. g., with two captures and

a stationarity assumption [29], or with dedicated UIs [30]), illumination (e. g.,

Lalonde et al. [31] estimate sky environment maps and Rematas et al. [32] re-

�ectance maps) and CNN-based depth [33] from photographs, no system doing a

practical joint decomposition is known. Most relevant to our effort, is SIRFS [34]

that build data-driven priors for shape, re�ectance, illumination, and use them in an

optimization setup to recover the most likely shape, re�ectance, and illumination

under these priors (see Sec. 2.4 for explicit comparison).

Specialized Image Decompositions.In the context of image manipulations, spe-

cialized solutions exist: Oh et al. [35] represent a scene as a layered collection

of color and depth to enable distortion-free copying of parts of a photograph, and

allow discounting effect of illumination on uniformly textured areas using bilateral

�ltering; Khan et al. [36] enable automatically replacing one material with another

(e. g., increase/decrease specularity, transparency, etc.) starting from a single high

dynamic range image by exploiting our `blindness' to certain physical inaccuracies;

Caroll et al. [37] achieve consistent manipulation of inter-re�ections; or the system

of Karsch et al. [38] that combines many of the above towards compelling image

synthesis.

Splitting into light path layers is typical in rendering inspired by the classic

light path notation [6]. In this work, different from Heckbbert's physicalE(SjD)� L

formalism, we use a more edit-friendly factorization into ambient occlusion, diffuse

light, diffuse albedo, and specular, instead of separating direct and indirect effects.
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While all the above works on photos, it was acknowledged that rendering beyond

the laws of physics can be useful to achieve different artistic goals [39–44]. Our

approach naturally supports this option, allowing users to freely change layers, using

any image-level software of their choice, also beyond what is physically correct. For

example, the StyLit system proposed by Fi�sser et al. [45] correlates artistic style with

light transport expressions, but requires pixels in the image to be labeled with light

path information, e. g., by rendering and aligning. Hence, it can take our factorized

output to stylize single photographs without being restricted to rendered content.

2.3 Editable Layers From Single Photographs

Our approach has two main parts: an imaging model that describes a decomposition

of a single photo into layers for individual editing and a method to perform this

decomposition.

Model. The imaging model (Sec. 2.3.1) is motivated by the requirements of a

typical layered work�ow (Sec. 2.3.4): The layers have to be intuitive, they have to

be independent, they should only use blend modes available in a (linear) off-the-

shelf image editing software and they should be positive and low-dynamic-range

(LDR). This motivates a model that can decompose along two axes: intrinsics and

directionality. These axes can be combined and use a new directional basis we

propose.

Decomposition. The decomposition has two main steps: (i) the generation of

training data (Sec. 2.3.2) and (ii) a convolutional neural network to decompose

single images into editable layers (Sec. 2.3.3). The training data (Sec. 2.3.2) is

produced by rendering a large number of 3D scenes into image tuples, where the

�rst is the composed image, while the other images are the layers. This step needs to

be performed only once. The decomposition (Sec. 2.3.3) is done using a CNN that

consumes a photo and outputs all its layers. This CNN is trained using the (training)

data from the previous step. We selected a convolution-deconvolution architecture

that is only to be trained once and can be executed ef�ciently on new input images.
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2.3.1 Model

We propose an image formation model that can decompose the image along one or

two independent axis: intrinsic features or directionality (Fig. 2.2).

Figure 2.2: Imaging models. The components of our two imaging models. The �rst row
is the intrinsic axis, the second row the directional axis, and the third row
shows how one directional element can subsequently be also decomposed into
its intrinsics.

Non-directional model. We model the colorC of a pixel as

C = Oa(r � E + S); (2.1)

whereOa 2 [0;1] 2 R denotes theambient occlusion, which is the fraction of

directions in the upper hemisphere that is blocked from the light; the variable

r 2 [0;1]3 2 R3 describes thediffuse albedo, i. e., the intrinsic color of the surface

itself; the variableE 2 [0;1]3 2 R3 denotes thediffuse illumination(irradiance),

i. e., the color of the total light received; and �nally,S2 [0;1]3 2 R3 is thespecular

shadingin units of radiance, where we do not separate between the re�ectance and

the illumination (see Fig. 2.2 top row). It is important to note how bothE andS

are presented here with an upper bound as both the input and output to our pipeline

consists of LDR (Low Dynamic Range) images.

This model is a generalization of typical intrinsic images [46], which only

models shading and re�ectance, to include specular and occlusion. While in principle

occlusion acts differently on diffuse and specular components, we follow Kozlowski
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and Kautz [47], who show that jointly attenuating diffuse and specular re�ectance by

the same occlusion term is a good approximation under natural lighting, by using

Oa as a joint multiplier ofr � E andS, thus keeping the user-visible re�ectance

components to a minimum.

In summary, this decomposition produces four layers from each input image

that can be combined with simple blending operations in typical image retouching

software.

Directional model. The directional model is a generalization of the above. We

express pixel color as a generalized intrinsic image as before, but with diffuse

illumination depending on the surface normal, and specular shading depending on

the re�ection vector:

C = Oa

N

å
i= 1

(r � bi(n)E + bi(r )S) , (2.2)

wherebi 2 S2 ! R3, i 2 1: : :N, are basis functions of anN-dimensional lighting

basis, parameterized by the surface orientationn, and the re�ected orientation

r := 2hv;ni n � v, respectively. All directions are in view space, so assuming a

distant viewer the view direction isv � (0;0;1)> by construction.

Especially for diffuse lighting, a commonly used lighting basis would be �rst-

order spherical harmonics (SH), i. e.,(bSH
i ) = ( Y0

0 ;Y� 1
1 ;Y0

1 ;Y1
1 ). That basis is shown

to capture diffuse re�ectance at high accuracy [48]; however, as we aim for a

decomposition amenable to be used in traditional photo processing software, which

typically quantizes and clamps any layer calculations to[0;1], the negative lobes of

SH would be lost when stored in an image layers.

A common positive-only reparameterization would use the six generator func-

tions,

b̃SH
1=2 = 1=2 � 1=2Y� 1

1 ,

b̃SH
3=4 = 1=2 � 1=2Y0

1 ,

b̃SH
5=6 = 1=2 � 1=2Y1

1 , (2.3)
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with Y0
0 = b̃SH

1 + b̃SH
2 , Y� 1

1 = b̃SH
2 � b̃SH

1 , Y0
1 = b̃SH

4 � b̃SH
3 , andY1

1 = b̃SH
6 � b̃SH

5 . Initial

experiments with that lighting basis, however, showed that the necessary blending

calculations between the corresponding editing layers lead to excessive quantization

in an 8-bit image processing work�ow, and even using Photoshop's 16-bit mode

mitigated the problem only partially. Moreover, direct editing of the basis function

images turned out unintuitive, because

1. the effect of editing pixels corresponding to negative SH contributions is not

easily evident to the user;

2. the strong overlap between basis functions makes it dif�cult to apply desired

edits for individual spatial directions only.

This led us to propose a sparser positive-only basis, where spatial directions

are mostly decoupled. After experimentation with various bases, we settled on a

normalized variant of̃bSH as:

bi(w) = b̃SH
i (w)p=

6

å
j= 1

b̃SH
j (w)p =

�
hw;ci i + 1

� p

å 6
j= 1

�
hw;c j i + 1

� p , (2.4)

using the dotproduct-based formulation of 1st-order SH, denoting withci the six main

spatial directions; the normalization term ensures partition of unity, i. e.,å N
i bi(w) =

1. Empirically, we foundp = 5 to offer the best compromise between separation of

illumination functions and smoothness. A polar surface plot of the six basis functions

overlapping is shown in Fig. 2.3.

Using this basis, Equation(2.2)produces 14 layers from an input image – where

twelve are directionally-dependent (derived fromE andS) and two are not (r andOa)

– that can be combined using any compositing software. As shown in the second and

third row of Fig. 2.2, the 14 output layers can be either collapsed onto 6 directional

layers or kept as a combination of both intrinsic and directional decomposition.

2.3.2 Training Data

There are many values ofOa, E, r , andSto explain an observed colorC, so the de-

composition is not unique. In the same way, many normals are possible from a pixel.
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Figure 2.3: Directional bases. Left: b̃SH
i , a positive-only reparameterization of the 1st-

order SH basis exhibits strong overlap between neighboring lobes (drawn as
opaque surface plots), and with it strong cross-talk of edits of the associated
editing layers;Right: our bi (Equation(2.4)) remains smooth while lobes are
separated much more strongly. Note thatb̃SH

i has been uniformly rescaled to be
partition of unity; the difference in amplitude (see axis labels) further documents
the sparser energy distribution in our basis.

Figure 2.4: Training data. Samples from our set of synthetic training data.

Inverting this mapping from a single observation is likely to be impossible. At the

same time, humans have an intuition how to infer re�ectance on familiar objects [49].

One explanation can be that they rely on a contextx, on the spatial statistics of

multiple observationsC(x), such that a decomposition into layers becomes possible.

In other words, simply not all arrangements of decompositions are equally likely. As
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described next, we employ a CNN to similarly learn such a decomposition. Training

data comprises of synthetic images that show a random shape, with partially random

re�ectance shaded by random environment map illumination.

Shape.Surface geometry consists of about 2,000 random instances from the top-

level classes of ShapeNet [50], selected from ShapeNetCore semi-automatically.

Speci�cally, ShapeNetCore has 48 top-level classes among which we use 27. We

discarded classes that had either very few models or that were considered uncommon

(e. g., birdhouse). We then randomly sampled a tenth of the total models from each

class resulting in 1,930 models. These models were also manually �ltered to be

free of meshing artifacts. Shapes were rendered under random orientation while

maintaining theupdirection intrinsic to each model.

Re�ectance. Re�ectance using the physically-corrected Phong model [51] was

sampled as follows: the diffuse colors come directly from ShapeNet models. The

specular componentks is assumed to be a single color. A random decision is made

if the material is assumed to be electric or dielectric. If it is electric, we choose

the specular color to be the average color of the diffuse texture. Otherwise, we

choose it to be a uniform random grey value. Glossiness is set asn = 3:010x , where

x 2 U[0;1].

Illumination. Illumination is sampled from a set of 90 high-dynamic-range (HDR)

environment maps in resolution512� 256that have an uncalibrated absolute range

of values but are representative for typical lighting settings: indoor, outdoor, as well

as studio lights. Illumination were randomly oriented around the vertical axis.
Rendering. After �xing shape, material, and illumination, we synthesize a single

image from a random view from a random angle around the vertical axis. To produce

C, we compute four individual components, that can be composed into Eq. 2.1 or

further into directions according to Eq. 2.2 as per-pixel normals are known at render

time. Due to the large number of training data required, we use ef�cient, GPU-

based rendering algorithms. The occlusion termOa is computed using screen-space

occlusion [52]. The diffuse shadingE is computed using pre-convolved irradiance

environment maps [53]. Similarly, specular shading is the product of the specular

color ks selected according to the above protocol, and a pre-convolved illumination
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Figure 2.5: Intrinsic decomposition. Decomposition of input images into light layers.
Please see “Decomposition” in Sec. 2.4.

map for gloss leveln. No indirect illumination or local interactions are rendered.

While this image synthesis is far from being physically accurate, it can be

produced easily, systematically and for a very large number of images, making

it suitable for learning the layer statistics. Overall we produce 300,000 unique

samples in a resolution of256� 256 (ca. 14 GB) in eight hours on a current PC

with a higher-end GPU. We note that previous experiments with smaller datasets

resulted in over-�tting problems very quickly. We also observed, that the required

number of training data samples necessary to avoid early over-�tting was related

to the complexity of the architecture (number of trainable parameters). For our

current architecture, we estimate a number below 100,000 unique samples to already

begin to prevent the training procedure from proceeding long enough to achieve

comparable results to the ones we obtained. A fraction of the images totalling to

about 30000 were withheld to check for convergence (and detect over-�tting). We

also used dropout to prevent over-�tting.

Units. Care has to be taken in what color space learned and training data is to be

processed. As the illumination is HDR, the resulting image is an HDR rendering.

However, as our input images will be LDR at deployment time, the HDR images

need to be tone-mapped to match their range. To this end, automatic exposure

control is used to map those values into the LDR range, by selecting the0:95

luminance percentile of a random subset of the pixels and scale all values such that

this value maps to1. The rendered resultC is stored after gamma-correction. All
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other components are stored in physically linear units (g = 1:0) and are processed in

physically linear units by the CNN and the end-application using the layers. Doing

the �nal gamma-correction will consequentially be up to the application using the

layers later on (as shown in our edit examples).

Figure 2.6: Directional decomposition.Decomposition of input images into the six direc-
tional layers for different objects. Please see “Decomposition” in Sec. 2.4.

2.3.3 Learning a Decomposition

We perform decomposition using a CNN [54,55] trained using the data produced

as described above. Input to the network is a single image such as a photograph.

Output for the non-directional variant are �ve images (occlusion, diffuse illumination,

albedo, specular shading, and normals), where occlusion is scalar and the others are

three-vector-valued. Note, that normals and intrinsic properties are estimated jointly,

such as done before for albedo and depth [23,24]. The normals are not presented to

the user, but only used to perform the directional decomposition.

We have also experimented with letting the CNN directly compute the direc-

tional decomposition, but found that having an explicit decomposition using normal

and re�ected direction to be easier to train and produce better results.

This design follows the convolution-deconvolution idea with cross-links, result-

ing in a decoder-encoder scheme [56]. Cross-links are a key feature here, as they

allow us to preserve image details that would otherwise be lost during the decoder
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part of the network. Using cross-links allows the network to easily recover high level

details without being forced to recreate them from scratch. An example experiment

showcasing the importance of cross-links for our context is seen in Fig. 2.7.

Figure 2.7: Cross-links. Example experiment for the albedo layer, recovered without using
cross-links, in the middle; and using cross-links, on the right.

The network is fully-convolutional, allowing the input and output sizes to vary

at test time, a property of primary interest to us, as being limited by resolution

is all but compelling in the context of image editing. We start at a resolution of

256� 256that is reduced down to2� 2 through stride-two convolutions. We then

perform two stride-one convolutions and increase the number of feature layers in

accordance to the required number of output layers (i. e., quadruple for the layers,

while the whole step is skipped for normal estimation). The deconvolution part of the

network consists of blocks performing a resize-convolution (upsampling followed

by a stride-one convolution), cross-linking and a stride-one convolution. We choose

resize-convolutions over deconvolutions due to the tendency of the latter to produce

checkerboard artefacts [57], as shown in Fig. 2.8.

Every convolution in the network is followed by a ReLU [58] non-linearity

except for the last layer, for which a Sigmoid non-linearity is used instead. This

is done to normalize the output to the range[0;1]. Images with an uneven aspect

ratio will be appropriately cropped and/or padded to be square with white pixels. All

receptive �elds are3� 3 pixels in size except for the �rst and last two layers that are

5� 5. No �lter weights are shared between layers. Overall, this network has about

8.5 M trainable parameters.

For the loss function, we combine a per-layer L2 loss with a novel three-fold

recombinationloss, that encourages the network to produce combinations that result

in the input image and ful�lls the following requirements: (i) the layers have to
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