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Timetable

[heory + Basics

State of the Art

Niloy Paul Nils
Introduction 2:15 pm X X X
Machine Learning Basics ~2:25 pm X
Neural Network Basics ~ 2:55 pm X
Feature Visualization ~3:25 pm X
Alternatives to Direct Supervision ~ 3:35 pm X
15 min. break
Image Domains 4:15 pm X
3D Domains ~4:45 pm X
Motion and Physics ~5:15 pm X
Discussion ~5:45 pm X X X
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Machine Learning




Machine Learning

Machine learning is a field of computer science that uses statistical
techniques to give computer systems the ability to learn (i.e., progressively
improve performance on a specific task) with data, without being explicitly
programmed.

‘ML’ coined by Arthur Samuel, 1959.
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Machine Learning

Machine learning is a field of computer science that uses statistical
techniques to give computer systems the ability to learn (i.e., progressively
improve performance on a specific task) with data, without being explicitly
programmed.

‘ML’ coined by Arthur Samuel, 1959.
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Machine Learning Variants

 Supervised
* C(Classification
* Regression
* Data consolidation
* Unsupervised
* (Clustering
* Dimensionality Reduction
* Weakly supervised/semi-supervised
Some data supervised, some unsupervised
* Reinforcement learning
Supervision: sparse reward for a sequence of decisions
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Machine Learning Variants

Supervised

 (Classification
* Regression
e Data consolidation

Unsupervised

* (Clustering
 Dimensionality Reduction

Weakly supervised/semi-supervised

Some data supervised, some unsupervised

Reinforcement learning

Supervision: sparse reward for a sequence of decisions

k9 olGGRAPH

ASIA 2618
TOKYO



Classification Examples

» Digit Recognition 3 a ;___;1;;}_ A 2 _')




Classification Examples
» Digit Recognition 3 a ;__;_t& A Z 7

p a e e C I O Petrie . : 2807200870244 EEJUMNK ... 2KB jkokkin... 3
= Subject: *¥**JUNK MAIL*** Don't waste your time on disea;es! Bi: health /!
From: Petrie <isocolaz007@CleandirInspections.com =

Date: 238/07/2008 02:14
To: jkokkin@stat.ucla.edu <jkokkin@stat uicla.edus

reasons of quit smoking! http://www.markthrill.com/




Classification Examples

* Digit Recognition 3 ; ;-;-";-)- '2" z 7

p a e e C I O n Petrie . . 8/07/200 4 EEJUMNK ... 2KB jkokkin... 3
=] Subject: ***JUNK MAIL*** Don't waste your time on disea; healt
From: Petrie <isocola2007@CleandirInspections.com =

Date: 28/07/2003 02:14

To: jkokkin@stat.ucla.edu <jkokkin@stat uicla.edus
i jireasons of quit smokil@ttp:lIwww.markthrill.coml
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Segmentation + Classification in Real Images

person : 0.992

horse : 0.993

car: 1.000

person : 0.979}
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Segmentation + Classification in Real Images
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Segmentation + Classification in Real Images

: ‘ i 1 WOTTTHL (AN
( person : 0.992 . | all Ievnsuon

person : 0.979

Evaluation measures: Confusion matrix, ROC curve, precision, recall, etc.
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"Faceness’ Function: Classifier

background




"Faceness’ Function: Classifier

decision boundary

background




Machine Learning Variants

Supervised

e (lassification
* Regression
e Data consolidation

Unsupervised

* (Clustering
 Dimensionality Reduction

Weakly supervised/semi-supervised

Some data supervised, some unsupervised

Reinforcement learning

Supervision: sparse reward for a sequence of decisions
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Human Face/Pose Estimation
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Human Face/Pose Estimation
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Regression: Model Estimation

[Mitra et al. SoCG, 2003]

[Guennebaud et al., Siggraph, 2007]
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Machine Learning Variants

Supervised

e (lassification
* Regression
e Data consolidation

Unsupervised

* Clustering
 Dimensionality Reduction

Weakly supervised/semi-supervised

Some data supervised, some unsupervised

Reinforcement learning

Supervision: sparse reward for a sequence of decisions
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Clustering: Group Points According to X
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Clustering: Group Points According to X
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Clustering: Group Points According to X

~J
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Clustering Examples: Image Segmentation using NCuts
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Clustering Examples

airplane 44 infant bed table

~k=2: N=21

bus stop

bicycle

15




Machine Learning Variants

Supervised

e (lassification
* Regression
e Data consolidation

Unsupervised

* (Clustering
* Dimensionality Reduction

Weakly supervised/semi-supervised

Some data supervised, some unsupervised

Reinforcement learning

Supervision: sparse reward for a sequence of decisions
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Isomap

Face Manifold

Dimensionality Reduction (Manifold Learning)
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Example of Nonlinear Manifold: Faces
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Example of Nonlinear Manifold: Faces
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Example of Nonlinear Manifold: Faces
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Male — Female

Female — Male

.

Trajectory along the “young” dimension
[Lample et. al. Fader Networks, NIPS 2017]
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Notations: Eigenvectors and Eigenvalues

* All eigenvalues of symmetric matrices are real.

* Any real symmetric nxn matrix has a set of n mutually orthogonal eigenvectors.
y = AXx
Aei — )\Z-ez-
T = [Vl Vo .. ]

T AT = diag(\, M2, ... )
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Code Example
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Code Example

rng = np.random.RandomState(19)
X = np.dot(rng.rand(2, 2), rng.randn(2, 560)).T

mean_vec = np.mean(X, axis=9)
cov_mat = (X - mean_vec).T.dot((X - mean_vec)) / (X.shape[8]-1)
eig vals, eig vecs = np.linalg.eig(cov_mat)
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Code Example

8

np.random.RandomState(19)
np.dot(rng.rand(2, 2), rng.randn(2, 508)).T

mean_vec = np.mean(X, axis=9)

jcov_mat =

eig

vals, eig vecs = np.linalg.eig(cov mat)

(X - mean_vec).T.dot((X - mean_vec)) / (X. shape[@];l) i
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Code Example

g np.random.RandomState(10)

mean_vec
cov_mat =

np.dot(rng.rand(2, 2), rng.randn(2, 508)).T

np.mean(X, axis=0)

(X - mean vec) T.dot((X - mean_ vec)) / (x_shape[el 1)

jelg va s, e1g’vecs'ﬂ np ina gelg cov mat T
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Code Example

mean_vec

np.mean(X, axis=8)
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Morphable Faces
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Morphable Faces
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Regression: Continuous Output
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Regression: Continuous Output

4
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Learning a Function

fw()
VAN

method
predlctlon
parameters
Calculus T € K
d

Vector calculus X &

input
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Learning a Function

method
predlctlon
fw( )
parameters input
Calculus T € K
d
Vector calculus X &

Machine learning: can work also for discrete inputs, strings, images, meshes, animations, ...
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Learning a Function

method
predlctlon
fw( )
parameters input
Calculus T € K Y € {O7 1}
Vector calculus X & d

Machine learning: can work also for discrete inputs, strings, images, meshes, animations, ...
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Learning a Function

method
predlctlon
fw( )
VAN
parameters Input
Calculus T € R Y € {07 1}
Vector calculus X & d Y < '

Machine learning: can work also for discrete inputs, strings, images, meshes, animations, ...
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Learning a Linear Separator/Classifier

()

separating hyperplane
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Learning a Linear Separator/Classifier

()

separating hyperplane
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Learning a Linear Separator/Classifier

(v

separating hyperplane
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Learning a Linear Separator/Classifier

separating hyperplane
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Learning a Linear Separator/Classifier

separating hyperplane

flwizy + wexs)
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Learning a Linear Separator/Classifier

@ %

separating hyperplane

Y — f(wliﬁl 1 w2332) — H(w1$1 1 wziﬁz)




Learning a Linear Separator/Classifier

@ %

separating hyperplane

fixed non-linearity
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Learning a Linear Separator/Classifier

@ %

separating hyperplane

fixed non-linearity

/

Y — f(wliﬁl 1 w2332) — H(w1$1 1 wziﬁz)




Combining Simple Functions/Classifiers

convex polygon region




Combining Simple Functions/Classifiers

7
iy //l/%

composition of polygons:
convex regions




Regression

1. Least Squares fitting

2. Nonlinear error function and gradient descent

3. Perceptron training (simple neural network)
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Regression

1. Least Squares fitting

30



Assumption: Linear Function

Y= fu(x) = f(x, W) = w'x




Assumption: Linear Function

y = fw(x) = f(x,w) =
w'x = (W, X) :Zded
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Reminder: Linear Classifier
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Reminder: Linear Classifier
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Reminder: Linear Classifier
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Reminder: Linear Classifier

. ° °
° X, positive: x; -w > 0
e .
° X; negative: x; - w < 0
& O
3
= O
-§ : ® o e o
é o . o . labelled input
8 o +1 e
O yt T _1 ®
o

feature coordinate
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Which Line to Pick?

X, positive: x; -w > 0

\ o
o |
. X; negative: x; - w < 0
2 O
©
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©
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o 0 AN\ . o ° labelled input
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feature coordinate
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Sum of Square Errors (MSE without the mean)

yz __ WTXZ 1 GZ

10F o eData
| = -curve fit |
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Sum of Square Errors (MSE without the mean)

yz __ WTXZ 1 Ez

10} ® @®Data
Loss function: sum of squared errors gfL.——curvefit|
N al
L(w) = (') &
=1 6f
|
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Sum of Square Errors (MSE without the mean)

yz __ WTXZ 1 Ez

Loss function: sum of squared errors

In two variables:

N
L(wg,wq) = Z [yz — (ngé + wlxi)]Q
i=1

| ® ®Data
| = curve fit |




Sum of Square Errors (MSE without the mean)

yz __ WTXZ 1 Ez

10? ® @®Data
Loss function: sum of squared errors of T curvefit]
N ol
L(w) =) (¢') o
1=1 6
In two variables: °

N
L(wg,wq) = Z [yz — (ngé + wlxi)]Q
i=1

Question: what is the best (or least bad) value of w?
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Calculus 101

flz)

ﬁSIEERI\PH
ASIA 2018
OOOOO

35



Calculus 101

K
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argmax_. f(x)
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Local Extrema Condition

flz)

K

L

r" = argmax_ f(x)
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Local Extrema Condition
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Local Extrema Condition

r" = argmax_ f(x)

- fat) =
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Vector Calculus 101

2D function graph
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2D function graph isocontours
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Vector Calculus 101
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2D function graph

isocontours

U
AR Zr;;;//
::lzurff/// .
SRR r 7/
I
IR
/f/%//uu
Sy
Vix)=1| %
8a:2

gradient field

@® at minimum of function: Vf(X) — ()




Vector Calculus 101
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LS Solution for Linear Regression

Yy = XW + €

ey sy
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LS Solution for Linear Regression

(x')*
Yy = XW + € . (x2)T
L(w) =€"¢€ (Xﬁ

W — (XTX)_{Z(Ty

ey sy
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Code Example
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Code Example —

from numpy import array
from numpy import matmul
from numpy.linalg import inv
from numpy.random import rand
from matplotlib import pyplot

# generate data on a line perturbed with some noise

noise_margin= 2

w = rand(2,1) # w[@] is random constant term (offset from origin), w[1] is random linear term (slope)
a X np.linspace(-5,5,2@)

y = w[B] + w[1]*x + noise_margin*rand(len(x))

# create the design matrix: the x data, and add a column of ones for the constant term
X = np.column_stack( [np.ones([len(x), 1]), x.reshape(-1, 1)] )

# These are the normal equations in matrix form: w = (X' X)*-1 X' vy
w_est = matmul(inv(matmul(X.transpose(),X)),X.transpose()).dot(y)

# For ridge regression, use regularizer
#weight = 90.01
#w est = matmul(inv(matmul(X.transpose(),X) + weight*np.identity(2)),X.transpose()).dot(y)

# evaluate the x values in the fitted model to get estimated y values
y est = w est[8] + w est[1]*x

# visualize the fitted model

é 4 6 pyplot.scatter(x, y, color="red')
pyplot.plot(x, y _est, color="blue’)
pyplot.show()

1

wh — (X' X) !

40



Code Example —

from numpy import array
from numpy import matmul
from numpy.linalg import inv
from numpy.random import rand
from matplotlib import pyplot

# generate data on a line perturbed with some noise

noise_margin= 2

w = rand(2,1) # w[@] is random constant term (offset from origin), w[1] is random linear term (slope)
o X np.linspace(-5,5,20)

.. y = w[B] + w[1]*x + noise_margin*rand(len(x))

# create the design matrix: the x data, and add a column of ones for the constant term
X = np.column_stack( [np.ones([len(x), 1]), x.reshape(-1, 1)] )

# For ridge regression, use regularizer
#weight = 90.01
#w est = matmul(inv(matmul(X.transpose(),X) + weight*np.identity(2)),X.transpose()).dot(y)

# evaluate the x values in the fitted model to get estimated y values
y est = w est[8] + w est[1]*x

# visualize the fitted model

é 4 6 pyplot.scatter(x, y, color="red')
pyplot.plot(x, y _est, color="blue’)
pyplot.show()

1

wh — (X' X) !
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Code Example

import numpy as np

from numpy import array

from numpy import matmul

from numpy.linalg import inv
from numpy.random import rand
from matplotlib import pyplot

# generate data on a line perturbed with some noise

noise_margin= 3

Ww = 2*rand(3,1) # w[@®] is random constant term (offset from origin), w[1] is random linear term, w[2] is random quadratic term
x = np.linspace(-5,5,20)

y = w[B] + w[1]*x + w[2]*x**2 + noise_margin*rand(len(x))

# create the design matrix: the x data, and add a column of ones for the constant term
X = np.column_stack( [np.ones([len(x), 1]), x.reshape(-1, 1), (x**2).reshape(-1, 1)] )

# These are the normal equations in matrix form: w = (X' X)*-1 X' y
w_est = matmul(inv(matmul(X.transpose(),X)),X.transpose()).dot(y)

# evaluate the x values in the fitted model to get estimated y values
y est = w_est[B8] + w est[1]*x + w_est[2]*x**2

# visualize the fitted model
pyplot.scatter(x, y)
pyplot.plot(x, y_est, color="red')
pyplot.show()
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Code Example

import numpy as np

from numpy import array

from numpy import matmul

from numpy.linalg import inv
from numpy.random import rand
from matplotlib import pyplot

# generate data on a line perturbed with some noise

noise_margin= 3

W = 2*rand(3,1) # w[@] is random constant term (offset from origin), w[1] is random linear term, w[2] is random quadratic term
x = np.linspace(-5,5,20)

w[B] + w[1]*x + w[2]*x**2 + noise_margin*rand(len(x))

y

np.column_stack( [np.ones([len(x), 1]), x.reshape(-1, 1), (x**2).reshape(-1, 1)] )

.re

# These are the normal equations in matrix form: w = (X' X)*-1 X' y
w_est = matmul(inv(matmul(X.transpose(),X)),X.transpose()).dot(y)

# evaluate the x values in the fitted model to get estimated y values
y est = w est[0] + w est[1]*x + w_est[2]*x**2

# visualize the fitted model
pyplot.scatter(x, y)
pyplot.plot(x, y_est, color="red')

-6 -4 -2 0 2 4 6 pyplot.show()

w* = (87®) '@y
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Hyperparameter: Underfitting vs. Overfitting

Underfitting
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Hyperparameter: Underfitting vs. Overfitting

Underfitting Overfitting

C * o 2 @ @ o W W
.9 o’ - ’ o o %
) .0 = & o’ © .. 3 o
(q0) ® o e . &
m o 4 o 2 . e o
Vp)
©
O
- i =
o ® »
p) &
(g “»
Q
o s
Q0 ® o »
QU » e > @

e
=

LR
A2

=

_— L
Qo=

é

AS|
-

42

O
2
<



Hyperparameter: Underfitting vs. Overfitting

just right

Underfitting Overfitting
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Hyperparameter Tuning
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Hyperparameter Tuning

Prediction Error

High Bias Low Bias
Low Variance High Variance
- ----e-.  aammess= -

Test Sample

/
/

Training Sample

Low High
Model Complexity

43



Hyperparameter Tuning

High Bias

Low Variance

Prediction Error

/

Training Sample

sweet spot! Liowe Din

High Variance

Test Sample

Low

Model Complexity

High
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Selecting A with Cross-validation
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Selecting A with Cross-validation

* Cross validation technique oata
* Exclude part of the training data from parameter estimation —
* Use them only to predict the test error \'

Training Test
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Selecting A with Cross-validation

* Cross validation technique

* Exclude part of the training data from parameter estimation
* Use them only to predict the test error

Data

e K-fold cross validation:

Training

Test

* K splits, average K errors

Test

Test

Test

Test
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Selecting A with Cross-validation

* Cross validation technique

* Exclude part of the training data from parameter estimation
* Use them only to predict the test error

Data

e K-fold cross validation:

Training

Test

* K splits, average K errors

Test

e Use cross-validation for different values of A

* pick value that minimizes cross-validation error

Test

Test

Test
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Selecting A with Cross-validation

* Cross validation technique

* Exclude part of the training data from parameter estimation
* Use them only to predict the test error

Data

e K-fold cross validation:

Training

Test

* K splits, average K errors

Test

e Use cross-validation for different values of A

* pick value that minimizes cross-validation error

Test

Test

Test
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Regression

2. Nonlinear error function and gradient descent
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Extension #1: Logistic Regression

Using squashing (sigmoidal) function for robustness
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Extension #1: Logistic Regression

Using squashing (sigmoidal) function for robustness

g(a)”
1 :

1t exp(—a)

g()
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Extension #1: Logistic Regression

Using squashing (sigmoidal) function for robustness

1 g(&)é
glar) = 1 + exp(—a) M
| g
LT °
| 0 |
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Extension #1: Logistic Regression

Using squashing (sigmoidal) function for robustness

g(a)
(@) :
g\&x) =
1 + exp(—«)
4 . . v T g "
X&X‘
20 x % '
ol xng%
X§ » 0 O

N4 o%% | Linear regression
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Extension #1: Logistic Regression

Using squashing (sigmoidal) function for robustness

g(a)
(@) :
g\&x) =
1 + exp(—«)
4 . . v T g "
X&X‘
20 x % '
ol xng%
X§ » 0 O

N4 o%% | Linear regression
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Extension #2: Handling Multiple (2+) Classes
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Extension #2: Handling Multiple (2+) Classes

4 classes, i-th sample is in 3rd class:

C classes: one-of-c coding (or one-hot encoding)
y"=(0,0,1,0)
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Extension #2: Handling Multiple (2+) Classes

C classes: one-of-c coding (or one-hot encoding) 4 classes, i;th sample is in 3rd class:
y' =(0,0,1,0)
Matrix notation: - 1 - - 4 -
y Ye
Y| | Sy ve whee yo=|
y" N
i _ Yo
W = [ W1 | | WO }
C
T
Loss function: L(W) — E (yc — XWC) (yc — XWC)
c=1
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Extension #2: Handling Multiple (2+) Classes

C classes: one-of-c coding (or one-hot encoding) 4 classes, i;th sample is in 3d class:
y' =(0,0,1,0)
Matrix notation: - 1 - - 4 -
y Ye
Y| | Sy ve whee yo=|
y" N
i _ Y
W = [ W1 | | WO }
C
T
Loss function: L(W) — E (yc — XWC) (yc — XWC)
c=1

—1
ﬂ‘ * T T
we = (XTX) Xy




Logistic vs Linear Regression, n>2 classes
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Logistic vs Linear Regression, n>2 classes

Linear regression

6

o




Logistic vs Linear Regression, n>2 classes

Linear regression

6

o

6

Logistic regression
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Logistic vs Linear Regression, n>2 classes

Linear regression

6

o

6

Logistic regression
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Gradient of Cross-entropy Loss

N
L(w) = — Z y'log g(w'x") + (1 — y") log(1 — g(w'x"))

ey sy

OOOOO




Gradient of Cross-entropy Loss

N

L(w) = — Z y'log g(w'x") + (1 — y") log(1 — g(w'x"))

9‘ .- if":“:: AS|



Gradient Descent Minimization

i N
DONNN

4—-«1;\\\

SN
SN
NN

N
NN

v 1L ANN
<
=
)
|

gradient at any point gives direction of fastest increase

0f

o0x

8332
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Gradient Descent Minimization

1

1777

1777,

177/ . %
iV ae /
€2 Vi=| %
J ¥ ™ 8332
N

/1Y

gradient at any point gives direction of fastest increase
ldea: start at a point and move in the direction opposite to the gradient
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Gradient Descent Minimization

1

1777

1777,

177/ . %
iV ae /
€2 Vi=| %
J ¥ ™ 8332
N

/1Y

gradient at any point gives direction of fastest increase
ldea: start at a point and move in the direction opposite to the gradient
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Gradient Descent Minimization

1

1777

1777,

177/ . %
iV ae /
€2 Vi=| %
J ¥ ™ 8332
N

/1Y

gradient at any point gives direction of fastest increase
ldea: start at a point and move in the direction opposite to the gradient
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Gradient Descent Minimization

Initialize:

Update:

SN
=
4NN

NSNS
"
NN

(&)

<
—
\aJ

‘\&1— 4,'

TN\

gradient at any point gives direction of fastest increase
ldea: start at a point and move in the direction opposite to the gradient

X0

Xit+1 = X; — aV f(x;)

1=0

0f

o0x

85132
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Gradient Descent Minimization

SN
SN
N

| \Q\

NN

4—-«1;\\;\
< ¢ LV NN\

£ N

~ \\\‘\
NANNNNS

<]
—
L)

1

0f

o0x

8332
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TS
Gradient Descent Minimizatio

SN
SN

S
NONNN

NONN

4—-«1;\\;\
< ¢ LV NN\

: WN\\‘\‘\‘
\f\ﬁ\‘\‘\‘\A
—— e ¢ \ \‘:\\\
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1

0f

o0x
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Gradient Descent Minimization

SN
SN
N

| \Q\

NN

4—-«1;\\;\
< ¢ LV NN\
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SN
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—
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N

1

0f

o0x

8332
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Gradient Descent Minimization

SN
SN
N

| \Q\

NN

4—-«1;\\;\
< ¢ LV NN\

£ N

SN
N\ \\\\

N \\\‘\

<]
—
L)

N

1

0f

o0x

8332
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TS
Gradient Descent Minimizatio

SN
SN

| \Q\

NN
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SN
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—
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1

0f

o0x

8332
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Gradient Descent Minimization

Initialize: X\
Update: Xi+1 — X§ — Osz(XZ')

We can always make it converge for a convex function.
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Gradient Descent Minimization

Initialize: X\
Update: Xi+1 — X§ — Osz(XZ')

We can always make it converge for a convex function.

convex

60




Gradient Descent Minimization

Initialize: X\
Update: Xi+1 — X§ — Osz(XZ')

We can always make it converge for a convex function.

f(z) 120
convex «\  NON-CONVeXx ~ -

60




XOR Problem

i
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XOR Problem
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Y — f(ajlva)

XOR Problem

i
o




Y — f(ajlvx?)

XOR Problem

L1

i
o




XOR Problem y = fx1,22)

L1

Yy — f(w(b W, ?UQ) — H(wo + W1T1 T wﬂz)




XOR Problem

Y — f(ajlva)
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XOR Problem

Y — f(ajlvx?)
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Regression

3. Perceptron training (simple neural network)
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Lifting to Higher Dimensions




Lifting to Higher Dimensions




Lifting to Higher Dimensions

ifw g b>0
it w g(x)+b6<0




Building A Complicated Function

Given a library of simple functions

Compose into a

y
complicated function
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Building A Complicated Function

Given a library of simple functions

ldea 1: Linear Combinations

Compose into a _
Boosting

—

complicated function Kernels

f(x) = Z ;gi ()
e‘ (/




Building A Complicated Function

Given a library of simple functions

ldea 2: Compositions

Compose into a o
Decision Trees

—

complicated function ) Deep Leammg




Building A Complicated Function

Given a library of simple functions

ldea 2: Compositions
Compose into a o
Decision Trees
N

complicated function ) Deep Leammg

~~
N\
=
N—"
|
)
o
VR
@
@
N
/\
><1
O
N\
23
-
oo
N\
=
N—""
N—
N—""
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‘Neuron’: Cascade of Linear and Nonlinear Function

basic building block




‘Neuron’: Cascade of Linear and Nonlinear Function

basic building block

L) wy

*@® synapse
axon from a neuron

w1 T4 . (Z — b)
output axo;
activation
Wo Lo function




‘Neuron’: Cascade of Linear and Nonlinear Function

basic building block

L) wy

*@® synapse
axon from a neuron
WL (

Sigmoidal activation
cell body

f (Z W;T; + b) -
Z Wi Ts = b S
z. output axon

| 0.5

activation ‘
Wo Lo function )/
| fa) | | J
4 -2

|
-6 0 2 4 6

w1 L




Activation Functions

function
derivative

10 fooeedeeeee e

... osk.....o .

e

_15 1 | | J 1 | 1
-2.0 -1.5 -1.0 -0.5 0.0 0.5 1.0 1.5 2.0

1.5 r ; r 1 1.5 ; 7 : : 1 1.5
0.0 ' 5 0.0 0.0
10k S S SR 0 17, ESUSR -0

e T T T e e S

Sigmoida
(“logistic”)

Step
(“perceptron™)

g(a) — {
ﬁsmmwm
ASIA 2618
T OKYO

0 a<0 (a) = 1
1 a>0 7 1 + exp(—a)

Hyperbolic  Rectified Linear Unit
tangent (RELU)

exp(a) — exp(—a)
exp(a) + exp(—a)

g(a) = max(0, a)

Image Credit: Olivier Grisel and Charles Ollion



Multi-Layer Perceptrons (~1985)
uz-g( Z wk,ig( Z wm,kum—l—bk) —I—bi)

keN (1) meN (k)

|

<e== outputs
) \@

[

Xy
' .\ : hidden layers

o8

<= nput vector

< SIGGRAPH
Sl @%ﬁzﬁ Hinton



Reminder: Non-linear Decision Boundaries
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Reminder: Non-linear Decision Boundaries




Reminder: Non-linear Decision Boundaries




Reminder: Non-linear Decision Boundaries




From Non-separable to Linearly Separable

Non-linearly

separable data Decision function

.....................

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/



From Non-separable to Linearly Separable

s::anr-almzaéla{a [::;?r]rzzpsp:adcteo Decision function
05\\ // \\ ,/ |
\\ // : \\ //
o :.3\\ ! yd >\\ \/ v _
A / \\ /
N/ . //
11111111 AnEARRANARN iSna

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/



Hidden Layers: What do They Do?

Intuition: learn “dictionary” for objects

“Distributed representation”:
represent (and classify) objects by mixing & mashing reusable parts

[00 1000010011001 0...]truckfeature




Deep Learning ~ Hierarchical Composition

Low-Level Mid-Level High-Level Trainable

Feature Feature Feature Classifier

R IJH




Deep Learning ~ Hierarchical Composition

P = ‘A __|Low-Level Mid-Level High-Level Trainable car
N\ U N | Feature Feature Feature Classifier




Deep Learning ~ Hierarchical Composition

/. - Y L _ _ _ T
A _|Low-Level| | Mid-Level | _[High-Level Trainable | ©af
P 5 Feature Feature Feature Classifier




Deep Learning ~ Hierarchical Composition

Low-Level Mid-Level High-Level Trainable
Feature Feature Feature Classifier




MLP Demo:

b Epoch Learning rate Activation Regularization Regularization rate Problem type
>
OO0,000 0.03 v Tanh - None v 0 v Classification

DATA FEATURES + — 2 HIDDEN LAYERS OUTPUT
Which dataset do Which properties do Test loss 0.501
you want to use? you want to feed in? Training loss 0.518
+ - + -
£ "y 4 neurons 2 neurons
X‘ J Q D
XZ D s ; ¢ . o -
. . o = | % -
Ratio of training to SN ‘ h -“.;o'.‘.e".’. o Lo
~ ’ a 9% -
test data: 50% ™ : ‘:’.".‘3""-': $
- 2 \\ . ) :\’is o o 5
— o X, S — The outputs are o0 o Fuie® Ce o o
o ) ‘ . s o e %
mxead with '-"afjr'x’ng ‘X T o
- e . % o h
S weights, shown L P
Noise: 0 by the thickness of ' ¢ .
O the lines
- 4
Batch size: 10 L \ Thic ic the rrlnrs
:_.'.r__ IS IS l”'.‘::: OULD‘J:
—‘ - from one neuron |
Hover to see it C
jarger.
REGENERATE
Colors shows —
data, neuron and F '
1 0

weight values.

Show test data

Discretize output


http://playground.tensorflow.org/
http://playground.tensorflow.org/

Neural Network Training: Old and New Tricks

* Old
 Backpropagation algorithm
e Stochastic gradient, momentum, weight decay

* New
* Dropout
* Relu
* Batch Norm(alization), GroupNorm, Spectral Normalization
e Res(idual) Net(work)

77



Training Goal

Our network implements a parametric function:
fo: X —Y g = f(x;0)
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Training Goal

Our network implements a parametric function:
fo: X —Y g = f(x;0)

During training, we search for parameters that minimize a loss:

m@in L(0)
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Training Goal

Our network implements a parametric function:
fo: X —Y g = f(x;0)

During training, we search for parameters that minimize a loss:

m@in L(0)

Example: L2 regression loss given target (z*,y") pairs :

Ly(0) =) _1f(="0) = y'll

9 olGGRARH

ASIA 2618
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Multiple Local Minima: Based on Initialization

J(95,0,)

—tn

0‘3-

empirically all are almost equally good

U



All You Need is Gradients
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All You Need is Gradients

0L
0/



Chain Rule

I

dl ;

dx

dy

Given y(x) and dL/dy,
What is dL /dx ? -
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Chain Rule

I

dl ;

dx

dy

Given Y(X) and dL/dy’
What is dL /dx ?

dL_dL dy
T

ASIA 2618
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‘Another Brick in the Wall’

I

dL dL

dx

dy

Given y(x) and dL/dy,
What is dL /dx ?

dL _dL dy
dx dy dx




‘Another Brick in the Wall’

I

dL dL

dx

dy

Given y(x) and dL/dy,
What is dL/dx ?

dL _dL dy
dx dy dx




Differentiation (chain rule recap)

33



Differentiation (chain rule recap)

33



Differentiation (chain rule recap)
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Differentiation (chain rule recap)

2= fog(x)= f(g(x))
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Differentiation (chain rule recap)

z = f(y)
y = g(x)
2= fog(x)= f(g(x))

33



Differentiation (chain rule recap)

d: _dz dy
de dy dx

33



Differentiation (chain rule recap)

dz dz d
v = f(y) dr dy ﬁ = f'(y)g'(z)

y = g(x)
2= fog(x)= f(g(x))

33



Differentiation (chain rule recap)

2= f(y) ;Z_j; :j_; | % = f'(y)g'(xz) = f(g(x))g (x)

SIGGRAPH

ASIA 2618 83
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Differentiation (chain rule recap)

2= f(y) %%%gg%:fwwﬁﬁsz@Mﬂ@

y = g(x)
2= fog(x)= f(g(x))

z = sin(bx)

ﬁ SIGERAPH
ASIA 2618 33
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Differentiation (chain rule recap)

z=f(y) e 2 oy

y = g(x)
2= fog(x)= f(g(x))

z = sin(bx)
~ dsin(5x) d(57)
- d(bx) dx

iy ar = We'@) = fg(@)g ()



Differentiation (chain rule recap)
¢ =fW) %}%jgng@mw»
y = g(z)

2= fog(x)= f(g(x))

z = sin(bx)
~ dsin(5x) d(57)
d(br) dx
= 5 cos(br)

(g

IGGRAP
A 201

SIA 20
O KY

0 o jum mm

&

—i>
O

33



Toy Example: Single Sigmoidal Unit

1

f(W, ZE) B 1 —+- exp(—(wgajg —+- w11 —+ UJQ))

ey sy

OOOOO




Toy Example: Single Sigmoidal Unit

f(w, z) :

B 1 —+ exp(—(wgajg —+ w11 —+- UJQ))

Composition of differentiable blocks:

f@) == > fl)=—
fe(x)=c+z — [(z)=1
fo)=e" — fla)=e
fale) =az = fl@)=a

9 olGGRARH
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Computation Graph and Automatic Differentiation

ﬁsmmle
ASIA 2018
T OKYO



Multi-Layer Perceptrons (~1985)

keN (1) meN (k)

< outputs

—
hidden layers
=

<= nput vector

Slide credit: G. Hinton



Multi-Layer Perceptrons (~1985)

< outputs

—
hidden layers
=

<= nput vector

Slide credit: G. Hinton



Multi-Layer Perceptrons (~1985)

/\ Compare outputs with
current answer to get
error signal

|

< outputs

—
hidden layers
=

3\
2.8

<= nput vector

Slide credit: G. Hinton



Multi-Layer Perceptrons (~1985)

/\ Compare outputs with
current answer to get
error signal

< outputs

|

Back-propagate ‘ '
error signal to get
derivatives for learning ’ | \

hidden layers

—
=

<= nput vector

Slide credit: G. Hinton




A Neural Network for Multi-way Classification
V g W h A
X, — an, — Z, — b, — Vn

Outputs

Parameters:

0 ={v,w}

Hidden layer




A Neural Network in Forward Mode




A Neural Network in Forward Mode




A Neural Network in Forward Mode




A Neural Network in Forward Mode




Objective for Linear Regression

Ground
truth
C

Z<YC o yc)Q

c=1




Objective for Multi-class Classification

Softmax unit g, = C?Xp(bk)
ZnH Zc:l eXp(bc)




A Neural Network for Multi-way Classification
V g W h A
X, — an, — Z, — b, — Vn

Inputs Outputs

Parameters:

0 ={v,w}

Hidden layer




Neural Network in Forward Mode: Recap

f(x;v,w)

Network output:

e
|

Loss (prediction error): Z(S/’, Y)

ol(y,y)
aVZ'

ol(y,y)

Bwj

What we need to compute for gradient descent:

9 olGGRARH
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A Neural Network in Backward Mode




A Neural Network in Backward Mode
Hidden layer




A Neural Network in Backward Mode




Linear Layer in Forward Mode: All For One

H

bm — E <hWh m




Linear Layer in Backward Mode: All For One

H

bm — Z <hWh m
h=1
'/ — a,
O 4—
w 0b,.,
Zh }8 /4_

< g—‘ D

o Mo




Linear Layer in Backward Mode: All For One

H

bm — E <hWh m

h=1

’/ —
® D
0b,,

— o —
o Neo—

oL ¢ oL b,

c=1
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Linear Layer in Backward Mode: All For One

H

bm — E <hWh m

h=1

./ —
® D
0b,,

— o —
o Neo—

oL oL 0b, oL

Ozn 0b.. ﬁzh 0b.. v

c=1 c=1

SIGGRAPH
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Linear Layer Parameters in Backward: 1-to-1

H
bm — Z <hWh m
h=1
® ® 0L
?’Jh, o (= @bm

" .




Linear Layer Parameters in Backward: 1-to-1

H

bm — E <hWh m

h=1

® ® 0L
o (= @bm




Linear Layer Parameters in Backward: 1-to-1

H

bm — E <hWh m

h=1

® ® OL

B1® ™ O
O

o o

O O




A Neural Network in Backward Mode
Hidden layer

y
0
1

0




A Neural Network in Backward Mode
Hidden layer

y
0
1

0




A Neural Network in Backward Mode




A Neural Network in Backward Mode

1
21 —
Y 1+ exp(—ax)

<7 \r=

Oynk )
9,

(D
Tn1 Q’ «. Y| <—)
X\ . 7

<nl

“nH

o = O L




A Neural Network in Backward Mode

1
1+ exp(—ay)

“nH Zl

w7
78




A Neural Network in Backward Mode




A Neural Network in Backward Mode




A Neural Network in Backward Mode




A Neural Network in Backward Mode




A Neural Network in Backward Mode

(96% (%Z-j 8&]’

ol Z Ol Oay ol
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Neural Network Training: Old and New Tricks

* Old
* Backpropagation algorithm
e Stochastic gradient, momentum, weight decay

* New
* Dropout
* Relu
* Batch Norm(alization), GroupNorm, Spectral Normalization
e Res(idual) Net(work)

107



Training Objective for N training samples

Zl z Az ZAlZ(WZ

Per sample loss Per-layer regularization




Training Objective for N training samples

Zl z Az ZAlZ(WZ

Per sample loss Per-layer regularization

Gradient descent: W;11 = W; — eVwL(W,)




Training Objective for N training samples

Zl z Az ZAlZ(WZ

Per sample loss Per-layer regularization

Gradient descent: W;11 = W; — eVwL(W,)

(I,k,m) element of gradient vector:
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Training Objective for N training samples

Zl z Az ZAlZ(WZ

Per sample loss Per-layer regularization

Gradient descent: W;11 = W; — eVwL(W,)

(I,k,m) element of gradient vector:

oL 1 < Ol(y?, §9) l
— ’ -2 W
OW. N Z OWL o km

Ve SIGERAPH
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Training Objective for N training samples
N
LW) = = 31 5) + 3 M S (W,)°
1=1 [

k.m
Per-sample loss Per-layer regularization

Gradient descent: W1 = W; — eVwL(W;)

(I,k,m) element of gradient vector:

OL y',y

Back-prop for
I-th example




Training Objective for N training samples
N
LW) = = 31 5) + 3 M S (W,)°
1=1 [

k.m
Per-sample loss Per-layer regularization

Gradient descent: W1 = W; — eVwL(W;)

(I,k,m) element of gradient vector:

oL 1 v,y
oWL N -

Back-prop for
I-th example

ﬁsmmle If N=106 , to update W need to back-prop 106 times!

ASIA 2618
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Regularization in SGD: Weight Decay

Gradient: Batch: [1..N]

0L 1 8l(yi7§’i) | [

9 olGGRARH
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Regularization in SGD: Weight Decay

Gradient: Batch: [1..N]

0L 1 ol(y*, ") | )

[ [
8Wk7m 11— 1 8 k},m
Noisy ; Minibatch: B elements
b(1), b(2),..., b(B): randomly sampled from [1,N]
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Regularization in SGD: Weight Decay

Gradient: Batch: [1..N]

0L 1 ol(y*, ") | )

[ [
8Wk7m 11— 1 8 k’,m
Noisy ; Minibatch: B elements
b(1), b(2),..., b(B): randomly sampled from [1,N]

Back-prop on minibatch




Regularization in SGD: Weight Decay

Gradient: Batch: [1..N]

0L 1 ol(y*, ") . l

[ [
8Wk7m 1—1 8 k’,m
Noisy ; Minibatch: B elements
b(1), b(2),..., b(B): randomly sampled from [1,N]

Back-prop on minibatch Weight decay




Regularization in SGD: Weight Decay

Gradient: Batch: [1..N]

oL 1 XL ol(yt, §
- _ 1y ('.YZLY) oW
8Wk7m N — O o »
Noisy ; Minibatch: B elements
b(1), b(2),..., b(B): randomly sampled from [1,N]

— dl(y", 3*)

oW, ..,

Back-prop on minibatch Weight decay

Epoch: N samples, N/B batches



Learning Rate

0SS

low learning rate

high learning rate

good learning rate -

epoch

Wt_|_1 — Wt — GVWL(Wt)




(S)GD with Adaptable Stepsize

w® W w’ W
Too small: converge Too big: overshoot and
very slowly even diverge




(S)GD with Adaptable Stepsize

fiw)

w* W w’ W w’ W
Too small: converge Too big: overshoot and Reduce size over time
very slowly even diverge




(S)GD with Adaptable Stepsize

filw) flw)

w’ 1% w’ W w’ W
Too small: converge Too big: overshoot and Reduce size over time
very slowly even diverge

eg. €t — —




(S)GD with Momentum

— —l_. ——
P gmee— R ¥
”~ - ' \‘\
. \
/7 e B
| ' ’ !
: R ey ] -}
\\ \ . - o ,‘ /
. ; T ‘ //
ga - _l_ -~

Main idea: retain long-term trend of updates, drop oscillations
Wt_|_1 — Wt — GtVWL(Wt)




(S)GD with Momentum
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Main idea: retain long-term trend of updates, drop oscillations
Wt_|_1 — Wt — GtVWL(Wt)




(S)GD with Momentum

e ——— g
//’.—' ' --."~ \\\ ~\\>\ \
/ 4 ,—l— ". \ \ \\‘

] , \ ) !

t =+ =) E&d ) ='=}

Ny ~— . & 4
\‘_\ - | _ -

Main idea: retain long-term trend of updates, drop oscillations
(S)GD Wt_|_1 — Wt — GtVWL(Wt)




(S)GD with Momentum

Main idea: retain long-term trend of updates, drop oscillations
(S)GD W1 =W, — ¢VwL(W,)
(S)GD +
Vigr = pVe+ (1= p)VwL(Wy)
Wir1 =Wy —6 Vi




Step-size Selection & Optimizers

* Nesterov’s Accelerated Gradient (NAG)

* R-prop
AdaGrad
* AdaGrad Adasra
- ASGD
¢ RMSPrOp Prox—-SAG
Prox-SVRG
SGD
 AdaDelta |
\
e Adam \
‘ eeo \\\\

amn Sy,
f—~‘—— ‘\
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Course Information (slides/code/comments)
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http://geometry.cs.ucl.ac.uk/creativeai/
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