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Introduction to Neural Networks
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Examples:

: function parameters,

these are learned

: source domain : target domain

Image Classification:
: image dimensions : class count

Image Synthesis:
: image dimensions: latent variable count

Goal: Learn a Parametric Function
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Each data point has a class label:

Machine Learning 101: Linear Classifier
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Sec. 15.2.3

Nonlinear decision boundaries



EG Course Deep Learning for Graphics

Given a library of simple functions

Compose into a

complicated function

Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Building A Complicated Function
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Given a library of simple functions

Compose into a

complicated function

Idea 1: Linear Combinations

Å Boosting

Å Kernels

Å é

Building A Complicated Function
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Given a library of simple functions

Compose into a

complicated function

Idea 2: Compositions

Å Decision Trees

Å Deep Learning

Building A Complicated Function
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Given a library of simple functions

Compose into a

complicated function

Idea 2: Compositions

Å Decision Trees

Å Grammar models

Å Deep Learning  

Building A Complicated Function
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Sigmoidal activation 

basic building block

ΨbŜǳǊƻƴΩΥ /ŀǎŎŀŘŜ ƻŦ [ƛƴŜŀǊ ŀƴŘ bƻƴƭƛƴŜŀǊ CǳƴŎǘƛƻƴ
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{ƛƎƳƻƛŘŀƭ όάƭƻƎƛǎǘƛŎέύ{ǘŜǇ όάǇŜǊŎŜǇǘǊƻƴέύ Hyperbolic tangent Rectified Linear Unit
(RELU)

function

derivative

Image Credit: Olivier Griseland Charles Ollion

Activation functions
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non-adaptive

hand-coded

features

output units  e.g. 

class labels

input units 

e.g. pixels

Apple Orange

Fixed 

mapping

Slide credit: G. Hinton

PerceptronsόслΩǎύ

XOR: perceptron killer
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input vector

hidden 

layers

outputs

Slide credit: G. Hinton

Multi -Layer Perceptrons(~1985)
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Sec. 15.2.3

This is what the hidden layers

should be doing! 

Reminder: Non-linear decision boundaries
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Evolution of isocontours as parameters change

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

Nonlinear mapping
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Non-linearly 

separable data
Data mapped to

learned space 
Decision function

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

From non-separable to linearly separable
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http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/

Linearizing a 2D classification task (4 hidden layers)
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Points in 1D, 

Decision in 2D

Linearization: may need higher dimensions

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/
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Linearization: may need higher dimensions

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/
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Linearization: may need higher dimensions

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/
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LƴǘǳƛǘƛƻƴΥ ƭŜŀǊƴ άŘƛŎǘƛƻƴŀǊȅέ ŦƻǊ ƻōƧŜŎǘǎ

ά5ƛǎǘǊƛōǳǘŜŘ ǊŜǇǊŜǎŜƴǘŀǘƛƻƴέΥ
represent (and classify) objects by mixing & mashing reusable parts 

Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Hidden Layers: intuitively, what do they do?
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ñcarò

Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Deep Learning = Hierarchical Compositionality
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Trainable 

Classifier

Low-Level

Feature

Mid-Level

Feature

High-Level

Feature

ñcarò

Deep Learning = Hierarchical Compositionality
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MLP Demo: playground.tensorflow.org

http://playground.tensorflow.org/
http://playground.tensorflow.org/
http://playground.tensorflow.org/


Training and Optimization
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{ǘƻŎƘŀǎǘƛŎ DǊŀŘƛŜƴǘ 5ŜǎŎŜƴǘΣ aƻƳŜƴǘǳƳΣ άǿŜƛƎƘǘ ŘŜŎŀȅέ

Dropout

ReLUs

Batch Normalization

Residual Networks

Old: 

New: (last 5-6 years)

Back-propagation algorithm

Neural Network Training: Old & New Tricks
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Our network implements a parametric function:

During training, we search for parameters that minimize a loss:

Example: L2 regression loss given target                pairs :

Training Goal
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Initialize:

Update:

We can always make it converge for a convexfunction

Gradient Descent Minimization Method
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Empirically all are almost equally good

Central research topic: how can this happen?

On to the gradients!

Multiple Local Minima, based on initialization
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Forward

Backward

All you need is gradients
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Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Chain Rule
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Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Chain Rule
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Slide Credit: Marc'Aurelio Ranzato, Yann LeCun

Ψ!ƴƻǘƘŜǊ .ǊƛŎƪ ƛƴ ǘƘŜ ²ŀƭƭΩ
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Composition of differentiable blocks: 

Toy example: single sigmoidal unit 
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Computation graph & automatic differentiation

Slide Credit: Justin Johnson
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input vector

hidden 

layers

outputs

Multi -Layer Perceptrons

Slide Credit: G. Hinton
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input vector

hidden 

layers

outputs

Back-propagate                

error signal to get 

derivatives for 

learning

Compare outputs 

with correct answer

to get error signal

Multi -Layer Perceptrons

Slide Credit: G. Hinton
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Back-propagation Algorithm
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Our network implements a parametric function:

During training, we search for parameters that minimize a loss:

Example: L2 regression loss given target                pairs :

Training Goal
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Inputs Outputs

Hidden layer

Parameters:

A Neural Network for Multi-way Classification 
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Inputs Outputs

Hidden layer

A Neural Network in Forward Mode
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Inputs Outputs

Hidden layer

A Neural Network in Forward Mode
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Inputs

Hidden layer

Outputs

A Neural Network in Forward Mode
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Inputs

Hidden layer

Outputs

A Neural Network in Forward Mode
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Outputs
Ground

truth

Objective for linear regression
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Outputs

Softmax unit

Ground

truth

`Cross-entropyô loss

Objective for multi-class classification
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Network output:

Loss (prediction error):  

What we need to compute for gradient descent: 

Neural network in forward mode: recap
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Outputs

A Neural Network in Backward Mode
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Hidden layer

Outputs

This we want

?

A Neural Network in Backward Mode
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Hidden layer

Outputs

This we want

?

A Neural Network in Backward Mode
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Linear Layer in Forward Mode: All For One
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Linear Layer in Backward Mode: One From All
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Linear Layer Parameters in Backward: 1-to-1
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Outputs

This we want

Hidden layer

This we have
This we computed

A Neural Network in Backward Mode
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Hidden layer

Outputs

This we want This we have
This we computed

A Neural Network in Backward Mode
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Hidden layer

Outputs

A Neural Network in Backward Mode
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Hidden layer

Outputs

A Neural Network in Backward Mode
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{ǘƻŎƘŀǎǘƛŎ DǊŀŘƛŜƴǘ 5ŜǎŎŜƴǘΣ aƻƳŜƴǘǳƳΣ άǿŜƛƎƘǘ ŘŜŎŀȅέ

Dropout

ReLUs

Batch Normalization

Old: 

New: (last 5-6 years)

Neural Network Training: Old & New Tricks

Back-propagation algorithm
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Back-prop for 

i-th example

If N=106 , we will need to run back-prop 106  times to update W once!

Gradient descent:

(l,k,m) element of gradient vector:

Per-sample loss
Per-layer regularization

Training Objective for N training samples
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Gradient:

Noisy (óStochasticô) Gradient:b(1), b(2),é, b(B): sampled from [1,N]Minibatch: B elements

Epoch: N samples, N/B batches

Batch: [1..N]

Stochastic Gradient Descent (SGD)
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Code example 

Gradient Descent 

vs

Stochastic Gradient Descent

62
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Back-prop on minibatch óôWeight decayôô

Gradient:

Noisy (óStochasticô) Gradient:b(1), b(2),é, b(B): sampled from [1,N]Minibatch: B elements

Epoch: N samples, N/B batches

Batch: [1..N]

Regularization in SGD: Weight Decay
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Learning rate
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Gradient Descent
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e.g.

(S)GD with adaptable stepsize
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Main idea: retain long-term trend of updates, drop oscillations

(S)GD

(S)GD + momentum

(S)GD with momentum
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Code example 

68

Multi - layer perceptron classification
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ωbŜǎǘŜǊƻǾΩǎAccelerated Gradient (NAG)

ωR-prop 

ωAdaGrad

ωRMSProp

ωAdaDelta

ωAdam

ωΧ

Step-size Selection & Optimizers: research problem
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{ǘƻŎƘŀǎǘƛŎ DǊŀŘƛŜƴǘ 5ŜǎŎŜƴǘΣ aƻƳŜƴǘǳƳΣ άǿŜƛƎƘǘ ŘŜŎŀȅέ

Dropout

ReLUs

Batch Normalization

hƭŘΥ όулΩǎύ

New: (last 5-6 years)

Neural Network Training: Old & New Tricks
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Linearization: may need higher dimensions

http://colah.github.io/posts/2014-03-NN-Manifolds-Topology/
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Reminder: Overfitting, in images
Classification

Regression

just right
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Per-sample loss Per-layer regularization

Previously: l2 Regularization
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Each sample is processed by a ódecimatedô neural net

Decimated nets: distinct classifiers

But: they should all do the same job

Dropout
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óFeature noisingô

Dropout block
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Test time: Deterministic Approximation
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Dropout Performance
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{ǘƻŎƘŀǎǘƛŎ DǊŀŘƛŜƴǘ 5ŜǎŎŜƴǘΣ aƻƳŜƴǘǳƳΣ άǿŜƛƎƘǘ ŘŜŎŀȅέ

Dropout

ReLUs

Batch Normalization

hƭŘΥ όулΩǎύ

New: (last 5-6 years)

Neural Network Training: Old & New Tricks
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Sigmoidal (ñlogisticò)Rectified Linear Unit (RELU)

ΨbŜǳǊƻƴΩΥ /ŀǎŎŀŘŜ ƻŦ [ƛƴŜŀǊ ŀƴŘ bƻƴƭƛƴŜŀǊ CǳƴŎǘƛƻƴ
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Outputs

Gradient signal 

from above
scaling: <1  (actually <0.25)

Reminder: a network in backward mode
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Gradient signal 

from above scaling: <1  (actually <0.25)

Do this 10 times: updates in the first layers get minimal

¢ƻǇ ƭŀȅŜǊ ƪƴƻǿǎ ǿƘŀǘ ǘƻ ŘƻΣ ƭƻǿŜǊ ƭŀȅŜǊǎ άŘƻƴΩǘ ƎŜǘ ƛǘέ

Sigmoidal Unit: Signal is not getting through! 

Vanishing Gradients Problem



EG Course Deep Learning for Graphics

Scaling: {0,1}Gradient signal 

from above

Vanishing Gradients Problem: ReLUSolves It
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{ǘƻŎƘŀǎǘƛŎ DǊŀŘƛŜƴǘ 5ŜǎŎŜƴǘΣ aƻƳŜƴǘǳƳΣ άǿŜƛƎƘǘ ŘŜŎŀȅέ

Dropout

ReLUs

Batch Normalization

hƭŘΥ όулΩǎύ

New: (last 5-6 years)

Neural Network Training: Old & New Tricks
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10 am 2pm 7pm

External Covariate Shift: your input changes
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ωMake each patch have zero mean:

ωThen make it have unit variance:

Photometric  transformation:   I ­ a I + b

ά²ƘƛǘŜƴƛƴƎέΥ {Ŝǘ aŜŀƴ Ґ лΣ ±ŀǊƛŀƴŎŜ Ґ м
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Neural network activations during training: moving target

Internal Covariate Shift
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Whiten-as-you-go: 

Batch Normalization
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Batch Normalization: used in all current systems



Convolutional Neural Networks
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Example:  200x200 image

40K hidden units

~2B parameters!!!

- Spatial correlation is local

- Waste of resources 

- we have not enough training samples anyway..

Fully-connected Layer
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Example: 200x200 image

40K hidden units

Filter size: 10x10

4M parameters

Locally-connected Layer

Note: This parameterization is good 

when input image is registered (e.g., 

face recognition).
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Note: This parameterization is good 

when input image is registered (e.g., 

face recognition).

Example: 200x200 image

40K hidden units

Filter size: 10x10

4M parameters

Locally-connected Layer
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Share the same parameters across 

different locations (assuming input is 

stationary):

Convolutions with learned kernels

Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Convolutional Layer
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Fully-connected layer

#of parameters: K2
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#of parameters: size of window 

Convolutional layer
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*        
-1  0  1

-1  0  1

-1  0  1
=        

Convolutional layer
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Code example 

Learning an edge filter

113
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Learn multiple filters.

E.g.: 200x200 image

100 Filters

Filter size: 10x10

10K parameters

Convolutional layer
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Conv.

layer
h1

nī1

h2

nī1

h3

nī1

h1
n

h2
n

output 

feature map

input feature 

map

kernel

Convolutional layer
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h1

nī1

h2

nī1

h3

nī1

h1
n

h2
n

output 

feature map

input feature 

map

kernel

Convolutional layer
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h1

nī1

h2

nī1

h3

nī1

h1
n

h2
n

output 

feature map

input feature 

map

kernel

Convolutional layer
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Pooling layer
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Pooling layer
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Pooling layer: receptive field size
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Pooling layer: receptive field size


